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Abstract

:

The accurate detection and recognition of human actions play a pivotal role in aerial surveillance, enabling the identification of potential threats and suspicious behavior. Several approaches have been presented to address this problem, but the limitation still remains in devising an accurate and robust solution. To this end, this paper presents an effective action recognition framework for aerial surveillance, employing the YOLOv8-Pose keypoints extraction algorithm and a customized sequential ConvLSTM (Convolutional Long Short-Term Memory) model for classifying the action. We performed a detailed experimental evaluation and comparison on the publicly available Drone Action dataset. The evaluation and comparison of the proposed framework with several existing approaches on the publicly available Drone Action dataset demonstrate its effectiveness, achieving a very encouraging performance. The overall accuracy of the framework on three provided dataset splits is 74%, 80%, and 70%, with a mean accuracy of 74.67%. Indeed, the proposed system effectively captures the spatial and temporal dynamics of human actions, providing a robust solution for aerial action recognition.
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1. Introduction


Action recognition involves automatically identifying and categorizing human actions in video sequences, which is highly beneficial and needed for surveillance applications [1,2,3]. Action recognition is, indeed, a challenging task due to the presence of various challenges, particularly background clutter occlusions and camera viewpoint [4,5,6]. Conventional action recognition methods involved hand-crafted feature extraction [7,8], based on manually representing actions, such as motion, shape, or appearance descriptors. The limitations of this approach lie in the fact that hand-crafted features may not be able to effectively capture complex temporal relationships or variations in different action scenarios. Indeed, designing effective features could be challenging; plus, they may not generalize well to different datasets or action classes.



The 3D CNNs extend the concept of traditional 2D CNNs [9,10] to incorporate temporal information by processing video frames as 3D volumes. They, however, require a large amount of training data and computational resources. Additionally, they may struggle with long-term temporal dependencies or capturing fine-grained motion details. Moreover, the training of 3D CNNs from scratch can be challenging due to the limited availability of annotated video datasets.



Recurrent neural networks (RNNs), gated recurrent unit (GRU), or LSTM [11,12] model temporal dependencies by maintaining internal memory states. However, RNNs may struggle with modeling long-term dependencies or capturing complex spatial dynamics. They could be sensitive to the order and timing of actions within sequences. RNNs are computationally intensive, especially for longer sequences.



Two-stream networks [13,14] consist of the spatial stream (CNN for appearance) as well as the temporal stream (CNN or RNN for motion). They require synchronized and aligned RGB and optical flow inputs, which could be challenging to obtain in practice. Combining the information from two streams can introduce additional complexity and potential performance degradation.



Graph convolutional networks (GCNs) [15,16] represent actions as graphs and exploit graph convolution operations to capture spatial and temporal relationships between body joints or keypoints. However, GCNs rely heavily on accurate and reliable detection and the tracking of skeletal keypoints and also have limitations when dealing with occlusions or missing keypoints in complex action scenarios. Designing appropriate graph structures and defining graph convolution operations are, inevitably, challenging.



The recent introduction of vision transformers has proved to be more efficient in accuracy. There are approaches that utilize transformers for action recognition [13,17,18] in complex scenarios; however, they are generally computationally more resource-consuming.



Aerial videos provide a comprehensive view [5] of the scene, enabling surveillance operators to monitor larger areas and detect events that may otherwise be overlooked. Action recognition from aerial scenarios, however, requires reliable detection of the target in complex backgrounds, with varying camera angle altitudes for an accurate classification of the action [19,20,21,22].



Malik et al. [23] proposed a method that relied on extracting 2D skeletal data using OpenPose that are then fed into LSTM for training and testing. Their framework was, however, validated in an indoor multi-view scenario and may not be directly deployable for aerial videos.



Another limitation in human action recognition is that the trained models generally misclassify when provided with unannotated data from new users [24], even after being trained on a large amount of data. This challenge arises as it is impractical to collect data for every new user. Yang et al. [25] aimed to address this problem by presenting a semi-supervised learning action recognition method for training on labeled as well as unlabeled data but not primarily for the aerial camera settings that are under consideration in this paper.



Dai et al. [26] introduced a dual-stream attention-based LSTM containing a visual attention mechanism that enables selectively focusing on key elements in the image frames by applying varying levels of attention to each individual deep feature map’s output. The deep feature correlation layer embedded in their framework is, indeed, relevant to our work, and it contributes towards enhancing the robustness of the action recognition. The validation in [26] was, however, in experimental scenarios, different from that considered in this work.



Unlike the existing related methods reviewed above, the proposed research combines the robust pose detection ability of YOLOv8 with temporal sequencing ability of the ConvLSTM to propose an effective and efficient approach aimed specifically at aerial action recognition. In fact, the proposed framework offers a reliable recognition of human actions from an aerial perspective by utilizing the convolutional LSTM’s capacity to parse temporal sequences. Specifically, the proposed method extracts the body pose keypoints from the frames and classifies actions at the frame level utilizing the customized convolutional LSTM network model. The reason behind relying on the extraction of the target body pose or keypoints is the lower computational cost as compared to the spatial features. Moreover, we use the LSTM network due to its demonstrated effectiveness for sequential data classification [23,24,27,28]; plus, it is not well explored in the literature for the problem under consideration. We showed the effectiveness of the proposed method in terms of encouraging performance accuracy and computational cost when compared on a public dataset (containing a wide range of action types) with several existing related approaches.



The organization of the paper is as follows. The proposed method for action recognition is described in Section 2. Section 3 provides details of the experimental results and analysis, which is followed by the conclusions in Section 4.




2. Proposed Action Recognition Method


We employed the YOLOv8 pose detection model for the extraction of 17 body keypoints. The extracted keypoints are then passed to the second stage, which is ConvLSTM, to extract spatiotemporal features across the sequence. The sequence length of 30 frames, chosen empirically, is set for the extraction of temporal information. The intuition behind incorporating the body pose with ConvLSTM is a selection of suitable features that are keypoints and performing the memory-based sequence classification using LSTM. Figure 1 illustrates the proposed human action recognition system.



The architecture in Figure 1 is designed to process raw keypoints for the analysis of both spatial and temporal aspects. The ConvLSTM architecture shown in Figure 1 is made up of multiple hidden layers that work together to collect spatial and temporal features from frames. For an accurate classification of actions, this extracted feature set is essential. These characteristics ultimately influence how the recognized action is predicted, enabling the system to efficiently analyze actions occurring in successive frames.



Convolutional layers are used in the context indicated above to extract significant features from the body pose keypoints. Convolutional layers apply filters to the keypoints in order to capture significant spatial characteristics, such as the placement of body parts and their interactions. These filters help in finding patterns and correlations among the keypoints.



The network can automatically learn hierarchical representations of the body positions using convolutional layers. The network’s capacity to recognize and accurately classify various activities within the video sequences is greatly aided by the extracted characteristics.



To accurately capture the temporal dynamics of activities throughout a series of frames, the use of LSTM is crucial. LSTMs effectively capture patterns and changes that emerge over time by processing the retrieved features or representations from each frame. LSTMs give the network the ability to comprehend how actions develop and classify by keeping track of past frames and taking into account how they affected the current frame.



2.1. Pose Extraction


The YOLOv8 pose extractor is a popular deep learning-based algorithm for keypoint detection. There are several other approaches that can be utilized for this purpose, but the latest YOLOv8 is known to be more efficient in accuracy as well as computationally [29]. Figure 2 shows the output of the pose extractor.



The keypoint coordinates for a given video can be represented as a (F, Kp), where Kp represents the keypoints of the image and F represents the number of sequential frames or sequence length, which, in our case, is set to 30. The extracted keypoints are made to be aligned with the input of the next stage.



To extract spatiotemporal features from the video sequence, we stack the keypoint tensors for a given person over time. Let     K p   t     be the keypoint tensor for the person at time t and let     K p   1    ,     K p   2    , …,     K p   t     be the keypoint tensors for the person over T frames of the video sequence. We stack these tensors along the time dimension to obtain a tensor P with dimensions (F,    K p   t    ):


  P = [   K p   1   ,   K p   2   ,   K p   3   , … . ,   K p   T   ]  



(1)







The YOLOv8 algorithm uses a fully convolutional neural network (FCN) to predict a heat map for each keypoint, which can be used to estimate the pose of the person in the video. The resulting output yields 17 keypoint coordinates for each detected person at the frame level across the video sequence.




2.2. Custimized Convolutional LSTM Model


We used the LSTM model for action classification in aerial videos. The LSTM model is a type of RNN that can effectively encapsulate the dependencies of the sequential data. In the proposed approach, we first extract the temporal features from the aerial videos using the YOLOv8 pose extractor and then use the LSTM model to classify the actions based on these features. The tensor P in Equation (1) represents the spatiotemporal features of the person over time.



The LSTM model contains a memory cell and three gates, including an input gate, output gate, and forget gate [30,31,32], defined as follows:



Input gate:


     i   t   = σ (   W   i     x   t   +   U   i     h   t − 1   +   b   i   )   



(2)







Forget gate:


     f   t   = σ (   W   f     x   t   +   U   f     h   t − 1   +   b   f   )   



(3)







Output gate:


     o   t   = σ (   W   o     x   t   +   U   o     h   t − 1   +   b   o   )   



(4)







Memory cell:


     C   t   =   f   t   .   c   t − 1   +   i   t   · t a n h ⁡   (   W   c     x   t   +   U   c     h   t − 1   +   b   c   )   



(5)







Output:


    h   t   =   o   t   ·   t a n h (   c   t   )  



(6)




where     x   t         h   t      , and     c   t     denote the input, the output, and the cell state   t  , respectively.     i   t    ,     f   t    , and     o   t     are the input, the forget, and the output gates, respectively.     W   i    ,     W   f    ,     W   o    , and     W   c     refer to the collection of weight matrices used to transform the input data at each time step, whereas     U   i    ,     U   f    ,     U   o    , and     U   c     are the weight matrices to transform the hidden state from the previous time step.     b   i    ,     b   f    ,     b   o    , and     b   f     represent the bias terms.



The output H is a sequence of hidden states that captures the temporal dependencies in the spatiotemporal features. We can then use the final hidden state of the LSTM as input to a fully connected layer with softmax activation to obtain the probability distribution across the different action classes:


  P = S o f t m a x (   W   h   H + b )  



(7)







We designed the custom sequential LSTM model by stacking three ConvLSTM 1D layers, such that each layer is followed by a batch normalization layer, with decreasing filter sizes of 128, 32, and 16, respectively. We added a dropout layer after the third ConvLSTM1D layer to prevent overfitting. Next, we flattened the output and added two fully connected layers with ReLU activation and a dropout layer after each. Finally, we added a dense output layer with the softmax activation function. The LSTM model applied in this research is convolutional LSTM (Figure 3), which combines convolutional layers with LSTM to model spatiotemporal data.





3. Experimental Results and Analysis


This section first describes the dataset in Section 3.1, which is followed by an evaluation of the results in Section 3.2 and performance comparisons with existing related approaches in Section 3.3.



3.1. Dataset


We used the publicly available Drone Action dataset for evaluation [22]. This dataset comprises 240 videos that run for a total duration of approximately 44.6 min, embodying 66,919 frames and containing 13 distinct human action classes. The videos were captured from a low-altitude and slow-moving drone to ensure the details of body pose were reliably extracted. The complexity of this dataset is augmented by the diversity in body size, camera motion, varying target speed, and background clutter, making it a suitable benchmark for human action recognition studies. Figure 4 shows representative frames from the dataset for each action class [22].




3.2. Evaluation of Results


The proposed action recognition framework for aerial videos demonstrates an improved accuracy and robustness. Indeed, the combination of the YOLOv8-Pose algorithm and customized sequential convolutional LSTM model effectively captures the spatial and temporal information of actions, leading to an encouraging action recognition performance. The proposed model is trained and tested separately on the three dataset splits, as provided by the original paper [22]. In each split, 70% data are used for training and 30% for testing. The training was caried out for 200 epochs (chosen empirically), and network parameters were kept the same for training and testing for each split of the data. Table 1 lists the corresponding values for the validation loss and accuracy on all three splits. A representative graphical representation of the validation loss and validation accuracy is shown in Figure 5 for Split 1.



The overall accuracies achieved on Split 1, Split 2, and Split 3 are 74%, 80%, and 70%, respectively. The corresponding confusion matrices are provided in Figure 6, Figure 7 and Figure 8, respectively. The class-wise results on each split are given in Table 2, Table 3 and Table 4, respectively, based on the standard well-known evaluation measures, which are precision, recall, and F1-score.



Analyzing the results in more detail, we observe that some actions had consistently high precision, recall, and F1-score values across all dataset splits. For instance, the actions “Clap”, “Kick”, “Walk_fb”, “Walk_side”, and “Wave_hands” achieved high scores on all three splits. This suggests that the proposed framework is highly effective in recognizing these actions, even when presented with variations in the data. The high accuracy in these classes can be attributed to the combination of YOLO-Pose and the custom-designed ConvLSTM network, which allows for an efficient extraction of spatial and temporal information in video frames.



 





Table 2. Performance evaluation of the proposed method on all action types based on precision, recall, and F1-score on Split 1.






Table 2. Performance evaluation of the proposed method on all action types based on precision, recall, and F1-score on Split 1.





	Action
	Precision
	Recall
	F1-Score





	Clap
	1.00
	1.00
	1.00



	Hit_botl
	0.19
	0.14
	0.16



	Hit_stick
	0.65
	0.64
	0.65



	Jogging
	0.73
	0.88
	0.80



	Jog_side
	0.91
	0.89
	0.90



	Kick
	0.99
	1.00
	0.99



	Punch
	0.91
	0.99
	0.95



	Run_fb
	0.50
	0.40
	0.44



	Run_side
	0.86
	0.89
	0.87



	Stab
	0.29
	0.40
	0.34



	Walk_fb
	1.00
	0.90
	0.95



	Walk_side
	1.00
	1.00
	1.00



	Wave_hands
	0.98
	1.00
	0.99



	Average
	0.77
	0.78
	0.77










 





Table 3. Performance evaluation of the proposed method on all action types based on precision, recall, and F1-score on Split 2.






Table 3. Performance evaluation of the proposed method on all action types based on precision, recall, and F1-score on Split 2.





	Action
	Precision
	Recall
	F1-Score





	Clap
	1.00
	1.00
	1.00



	Hit_botl
	0.50
	0.36
	0.42



	Hit_stick
	0.72
	0.78
	0.75



	Jog_fb
	0.83
	0.91
	0.87



	Jog_side
	0.86
	0.98
	0.91



	Kick
	0.99
	0.92
	1.00



	Punch
	0.76
	0.99
	0.83



	Run_fb
	0.73
	0.53
	0.62



	Run_side
	1.00
	0.76
	0.86



	Stab
	0.40
	0.55
	0.46



	Walk_fb
	1.00
	1.00
	1.00



	Walk_side
	0.98
	0.98
	0.98



	Wave_hands
	0.97
	1.00
	0.99



	Average
	0.83
	0.83
	0.82










 





Table 4. Performance evaluation of the proposed method on all action types based on precision, recall, and F1-score on Split 3.
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	Action
	Precision
	Recall
	F1-Score





	Clap
	1.00
	0.89
	0.94



	Hit_botl
	0.33
	0.29
	0.31



	Hit_stick
	0.59
	0.68
	0.64



	Jog_fb
	0.67
	0.61
	0.63



	Jog_side
	0.85
	0.58
	0.69



	Kick
	0.99
	0.85
	0.92



	Punch
	0.83
	0.95
	0.84



	Run_fb
	0.28
	0.33
	0.30



	Run_side
	0.45
	0.77
	0.57



	Stab
	0.37
	0.39
	0.38



	Walk_fb
	0.91
	0.95
	0.93



	Walk_side
	0.96
	1.00
	0.98



	Wave_hands
	1.00
	1.00
	1.00



	Average
	0.71
	0.71
	0.70
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Figure 6. Confusion matrix for Split 1. 
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On the other hand, some actions demonstrated lower precision, recall, and F1-score values. For example, the “Hit_botl” action achieved lower scores on all the three splits, with the lowest F1-score being 0.16 on Split 1. Similarly, the “Stab” action had an F1-score of 0.34 on Split 1, 0.46 on Split 2, and 0.38 on Split 3.



The lower performance for these actions (Hit_botl, Stab) could be attributed to the higher complexity of the movements and the similarity of these actions with each other and some other classes, making it challenging for the proposed framework to differentiate them from others. Moreover, factors, such as background clutter and variation in viewpoint, could further hinder the recognition of these actions.



It is worth mentioning that there is performance variation for some actions across different splits. For instance, the “Hit_stick” action had an F1-score of 0.65 on Split 1, which increased to 0.75 on Split 2 and then decreased slightly to 0.64 in Split 3. This observation suggests that the performance of the proposed framework is sensitive to the choice of training and testing data.



We also calculated the computational performance of the proposed method. The evaluation was performed in terms of the number of network parameters (in millions) and the number of floating-point operations (FLOPS) (in millions) and the classification time for the proposed customized ConvLSTM network. We practically implemented this model on Intel(R) Core(TM) i5-8250U CPU @ 1.80 GHz with 8.00 GB RAM. The total number of FLOPS was 36.79 million, with 1.03 million trainable parameters. The classification time for the 612 test sequences with 30 frames each on Split 1 was 3.58 s. The per sequence classification time was 5.457 milliseconds. This suggests that the proposed method is lightweight in terms of computational complexity and could be deployable in real-world applications.
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Figure 7. Confusion matrix for Split 2. 
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3.3. Performance Comparison with Related Approaches


We also compared the performance of the proposed action recognition framework with two existing approaches, as reported in the benchmark paper [22] (see Table 5). The benchmark paper provides an analysis of the classification accuracy of two methods, including the high-level pose features (HLPFs) method and the pose-based convolutional neural networks (P-CNNs) method. The high-level pose features (HLPFs) method uses skeletal information from human poses to represent actions. In P-CNN, at each frame of a video, descriptors are extracted from the body regions. These descriptors encode relevant information, such as motion flow patterns and visual characteristics of the regions, leading to two-streamed information. Over time, these descriptors are aggregated, combining the information from multiple frames, to form a video descriptor. The proposed method shows better or comparable performance as compared to these existing methods (Table 5), owing to its capability to efficiently model temporal information and long-term dependencies in action sequences.
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Figure 8. Confusion matrix for Split 3. 
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For a more detailed performance comparison of the proposed approach with other models, we investigated several state-of-the-art deep learning models, such as Action Transformer, ResNet18, ResNet101, 3D ResNet, and ST-GCN. Action Transformer [33] has recently been employed for human action recognition. For evaluation, we set the corresponding parameters as follows, heads: 1, layers: 4, embedding dimensions: 64, MLP: 256, and encoder layers: 5. The reason to keep the parameters at a minimum is to reduce the computational complexity of the model for the application at hand. ResNet is a specific configuration of the architecture that consists of 101 layers in the case of ResNet101 and 18 layers in ResNet18. The network includes residual blocks, which are designed to learn residual mappings that help mitigate the vanishing gradient issue. Each residual block contains multiple convolutional layers and shortcut connections that allow information to flow more effectively through the network. ResNet networks have been widely used for several computer vision tasks [34]. Further, 3D ResNet is an extension of the ResNet architecture designed to tackle video action recognition tasks by considering both spatial and temporal features in videos [28]. It adds a temporal dimension to the standard ResNet architecture, making it well suited for analyzing sequences of frames in videos. Thus, 3D ResNet takes advantage of this temporal aspect by incorporating 3D convolutional layers. These layers consider the spatial relationships within each frame as well as the temporal relationships between consecutive frames, enabling the network to capture motion patterns and changes over time. Finally, the Spatio-Temporal Graph Convolutional Network (ST-GCN) [35] is also a useful architecture used in video action detection applications, especially for addressing the spatial and temporal features present in films. In order to capture both spatial correlations within individual frames and temporal dependencies between successive frames, ST-GCN uses graph convolutional procedures. For evaluation, we replaced the proposed ConvLSTM with each of the above-mentioned models and accordingly trained and tested them on the same lines for all the three splits of the dataset. Figure 9 presents the performance comparison of the proposed approach with these models in terms of the mean accuracy across the three splits. It is clear that the proposed method outperforms all these related approaches, which further validates its effectiveness.





4. Conclusions


In this paper, we presented a convolutional LSTM-based model for human action recognition, which was built on the extracted target pose information using YOLOv8 to effectively encode the unique body movements for various action types. The proposed framework aimed to address the challenges associated with aerial action recognition, such as varying viewpoints and background clutter. The study was inspired by the growing interest in drone applications and the need for robust and efficient action recognition methods for various applications, including security and surveillance. The comparisons with numerous existing methods show very encouraging performance through the proposed method. While the proposed framework can effectively classify the single person action in low-altitude aerial video sequences, in future work, the framework could be adapted to classify actions involving multiple objects.
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Figure 1. Block diagram illustrating different steps involved in the proposed action system. 






Figure 1. Block diagram illustrating different steps involved in the proposed action system.



[image: Applsci 13 09384 g001]







[image: Applsci 13 09384 g002] 





Figure 2. Results of Yolov8 pose estimator on Drone Action dataset [22]: stabbing (top left), hitting stick (top right), waving hands (bottom left), and clapping (bottom right). 
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Figure 3. Structure of the convolutional LSTM. 
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Figure 4. Representative frames from each class of the Drone Action dataset [22]: (a) walking front_back, (b) walking side, (c) jogging front_back, (d) jogging side, (e) running front_back, (f) running side, (g) hitting with bottle, (h) hitting with stick, (i) stabbing, (j) punching, (k) kicking, (l) clapping, (m) waving hands. 
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Figure 5. Plots for the validation accuracy (left) and validation loss (right) during the training for Split 1. 
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Figure 9. Performance comparison of the proposed method with existing related approaches in terms of mean accuracy across the three splits of the dataset. 
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Table 1. Training details for the 3 splits.
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	Dataset
	Epochs
	Validation Loss
	Validation Accuracy





	Split 1
	200
	2.75–0.25
	0.05–0.88



	Split 2
	200
	2.55–1.00
	0.13–0.83



	Split 3
	200
	2.58–1.00
	0.12–0.82










 





Table 5. Comparison of the proposed method with existing approaches on Drone Action dataset.
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	Method
	Accuracy

(Split 1)
	Accuracy

(Split 2)
	Accuracy

(Split 3)
	Mean Accuracy





	HLPF
	63.89%
	68.09%
	61.11%
	64.36%



	P-CNN
	72.22%
	81.94%
	73.61%
	75.92%



	Pose+ LSTM
	74.00%
	80.00%
	70.00%
	74.67%
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