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Abstract

:

Strong arguments have been formulated that the computational limits of disembodied artificial intelligence (AI) will, sooner or later, be a problem that needs to be addressed. Similarly, convincing cases for how embodied forms of AI can exceed these limits makes for worthwhile research avenues. This paper discusses how embodied cognition brings with it other forms of information integration and decision-making consequences that typically involve discussions of machine cognition and similarly, machine consciousness. N. Katherine Hayles’s novel conception of nonconscious cognition in her analysis of the human cognition-consciousness connection is discussed in relation to how nonconscious cognition can be envisioned and exacerbated in embodied AI. Similarly, this paper offers a way of understanding the concept of suffering in a way that is different than the conventional sense of attributing it to either a purely physical state or a conscious state, instead of grounding at least a type of suffering in this form of cognition.
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“The Analytical Engine has no pretensions whatever to originate anything. It can do whatever we know how to order it to perform.”



—Ada Lovelace






“Natures black box cannot necessarily be described by a simple model”



—Peter Norvig






“We categorize as we do because we have the brains and bodies we have and because we interact in the world as we do.”



—George Lakoff





1. Introduction


The tradition of early modern and contemporary western philosophy has generally ignored, if not sought out intentionally to disentangle, the human mind from its corporeal body, arguing that the two are necessarily separate substance (i.e., mind/body dualism) [1]. This praxis has similarly spilled over into artificial intelligence (AI) research which has been marked primarily by innovations in disembodied forms of intelligence (AI’s without sensors). However, advances in both the cognitive sciences and AI research have shown that human cognitive faculties in their incarnate state are enmeshed and constitute one another [2,3]. For this reason, embodiment as a research avenue in AI innovation pathways has been of particular interest, albeit not widely adopted [4,5].1 Here, embodied AI’s stand for AI’s which are equipped with sensors, whereby the question could even arise whether they could in principle receive a moral status, if they have the appropriate capacities. In fact, research in the cognitive science shows that the emergence of the human ability to visualize and recognize objects and abstract within three dimensional environments is the product of the embodied mind; intelligence abilities, rudimentary as they are, are lacking in AI research [10,11,12,13].



One of the primary arguments for embodiment, aside from those that are garnered viz. observing humans and nonhuman animals, is the frame problem with AI [14,15,16] where tacit assumptions made by human designers are not accounted for by the program because they are not explicit. Constraints are needed on the system that are offered by embodiment so that the system does not drown in an infinite sea of interpretation. Convincing arguments have thus been made that conventional, disembodied AI research will eventually hit a ceiling, a limit that can be surpassed, if not entirely revolutionized through embodied forms of AI because of its ability to dissolve the ‘framing problem’ (discussed later) through adaptive learning in physical environments [4,6,17,18,19]. Although this line of research has received limited attention, there are strong reasons to think that this could be the next large research avenue for AI research. This paper raises some concerns regarding the ethical issues that may arise in the near future with sufficiently advanced embodied AI.



The aim of this paper is to explore the novel cognitive features that arise from embodied cognition, whether it is humans or other nonhuman animals and how those differ from the current forms of cognition in traditional AI research. More specifically, the work of the literary theorist N. Katherine Hayles and her thesis of the cognitive nonconscious will be developed as a way to understand embodied AI agents in a novel way [20,21,22]. Similarly, these nonconscious cognizers will be shown to potentially instantiate a form of cognitive suffering that differs from traditional accounts of suffering as either a conscious or purely physical state. If shown to be true, at least plausible, this thesis evokes ethical considerations that must be taken in to account both during the early phases and throughout the design process of embodied AI.



To the best of my knowledge, this is the first paper to consider the potential suffering risks (s-risks)2 that may emerge from embodied AI3, with particular emphasis on the concept that the embodied AI need not be conscious in order to suffer, but at least be in possession of cognitive systems at a sufficiently advanced state. Previous research has focused on the (1) merits and imperatives for embodied AI research [4,24,25,26], the (2) cognition does not necessarily entail consciousness, the two can be uncoupled, particularly the nonconscious cognition [2,3,20,21,27], and the (3) ethics of suffering cognitive AI in general [23,28]. This study is comparatively unique since it shows the potential for (3) to emerge from the synthesis of (1) and (2). The conceptual implications of this thesis, if shown to be at least plausible, potentially extend beyond AI, (see Section 3.1). That issue, however, is bracketed since it falls beyond the narrow scope of this paper to evaluate embodied forms of AI as nonconscious cognizers.



This paper explores these questions through the following itinerary. Section 2 will outline the concept of embodied AI, why it is argued to be the means of solving the frame problem as well as exceed the limits of conventional AI research. Section 3 will thoroughly layout the notion of the cognitive nonconscious, its relations to embodiment, intelligence and cognition in general. This section will be the most robust seeing as its implications for embodied AI are conceptually profound. Section 4 will synthesize Section 2 and Section 3 to show how embodied AI can be envisioned as a nonconscious cognizer and consequentially may suffer. The final section will lay out the limitations of this this study and propose potentially fruitful research avenues as a way forward.




2. Performativity, Proprioception and the Limits of Disembodiment


Artificial Life (AL) systems are modeled after those of biological systems. Similar to AI, AL research has goals that fall within both technological as well as general scientific domains. Firstly, AL is elemental to AI given that the source of our epistemic understanding of intelligence all comes from biological entities, and, along these lines, there are theorists who argue adamantly that it is only via biological substrates that cognition can emerge [29,30].



Similarly, early robotics which were modeled using classical forms of AI that relied on natural language processing (NLP), internal representations and symbols means that the resulting embodied AI was heavily constrained by the framing problem [31]. Because of dynamic environmental contexts any circumstance that was unmodeled meant the inherit inability for these systems to adapt [32]. Naturally, advancements have been made that have extended the range of robotic abilities to adapt to and reflexively respond to environmental changes. This shift towards situated robotics that focus on the behaviors of the current situation in which they find themselves in rather than modeling some end goal or idealized external environment [33,34]. Still, the general practice is to design these AI facilitated programs as software first and evolve them in simulations prior to them being built and tested in their robotic form [30,35].



Embodied AI similarly need not take the anthropomorphic form often depicted in science fiction, although that goal remains and there has been significant progress towards that end, particularly in the realm of care robotics [36,37,38]. The reconceptualization of embodied robotics as isolated entities has given way to another line of research exemplified the concept of distributed cognition. The concept arising from developments in anthropology, sociology and psychology argues that knowledge is distributed across the entities of a group(s) rather than in the position of a single entity of that group. When speaking of robotics, the concept of ‘swarm intelligence; often arises as a way to describe the distributed intelligence of information of simple robots that are co-dependent and co-vary depending on the finite and discrete bites of information that each one possesses [39,40]. To this end, a platooning, or swarm effect of what are otherwise simple constituent parts can exhibit highly complex behavior not unlike that of the multicellular beings [41,42].



The relevance of distributed cognition in robotics mirrors that of its originating source in human psychology. The concept is similar, distributed cognition is used when referring to the epistemic access that an individual has is not limited to solely themselves. For example, large group behavior is not solely found by analyzing any single individual. The knowledge that is distributed need not only be a property of animate agent, but inanimate objects also. The anthropologist Edwin Hutchins showed the distribution of cognition in airplane cockpits across a variety of technical and inanimate devices that form an assemblage for airplane functionality and navigation that are not in the full possession of either the pilot or co-pilots [43,44,45].



What does this entail then? Well, it reveals the limits of the position held that the meanings given to AI programs are exhausted by whatever human programmers put in them. The AI program itself does not really matter seeing as this position holds such a program to be semantically vacuous (i.e., John Searle’s Chinese room through experiment) [46]. This entails the arbitrariness of the syntax of any given system. Although the position does hold water in some cases, however the arbitrariness does not map on to all cases. One salient example would be that of Learning Intelligent Distribution Agents (LIDA) which are cognitive architectures that aim to model distributed biological cognition in a grounded and embodied sense [47]. It is able to model this broad spectrum cognition via a tripartite recursive feedback processes that structures environmental input, sensors and actuators [18,19]. This structure provides adaptive orientation and command system control through cyclical feedback between cognitive states (cognitive contents, memory systems and actuators) [5]. This orientation system can hardly be labeled as being arbitrary seeing that its ontology is predicated on its growth and development as an orientation sensor which is fundamental to the system’s ability to reach its aims [6]. The consequence of this development is that for an AI system to possess true understanding it must be the result of an evolutionary system that is physically environmentally situated and is able to adapt to changing contexts, thus breaking free of its syntactic frame [31,48].



What this section has tried to outline is some of the reasons guiding the shift towards embodied cognition in AI systems. The goal behind this rationale is an attempt to reformulate what constitutes genuine cognition and how it arises in biological entities. Current disembodied AI research risks stultifying because of the frame problem inherent with representational modeling and the lack of evolutionary development that emerges from being situated in an environment and having continued recursive feedback through various cognitive and physical systems. The following section will outline in greater depth the concept of cognition itself as something uniquely embodied, the different forms of cognition and giving particular emphasis on nonconscious cognition. The particular aim of this paper is to show that different levels of cognition can exist (both in artificial and biological forms) that are a sufficient condition for certain understandings of suffering and that such should enter into ethical discourse.




3. Assembling Nonconscious Cognizers


Predicated on what appears to be the counterintuitive notion that consciousness and higher cognitive functions as being necessarily intertwined, the concept of nonconscious cognition steers starkly away from this heirloom of the enlightenment tradition. It, of course, is not surprising why the concept of consciousness has retained its position as center stage in human though given its critical role in making sense of individual and group narratives and its ability to construct concordance with the world [49,50,51,52]. However, recent advances in cognitive sciences have shown that cognition and consciousness are not necessarily inseparable, but rather that cognition is a distributed capacity that plays a key role in neurological processes that are not always apparent to consciousness, and that such a way of explaining what cognition is can similarly be extended to other forms of life and sufficiently advanced artificial systems [21,48,53]. This general capacity is termed as the nonconscious cognition by N. Katherine Hayles and this section tangles with its nuances in greater depth [20].



The cognitive sciences traditionally differentiate between levels of consciousness: core consciousness and higher consciousness [54]. Although it has been disputed to use the term ‘level’ and instead use less discrete reference like degrees, what they refer to has remained relatively stable [55]. The first, core consciousness, is described as being the minimal level of experience and from which the emergence of the Self is possible [56]. This core consciousness is the performative coaction of the organism and the object, and as such is the product of an embodied subject at play in the world; this pre-reflexive subject precedes experience [54]. Such core consciousness is not exclusive to humans, but is also possessed by other animals [57,58,59,60,61,62].4 Higher consciousness5, however, is an entity’s ability to go beyond the limits of core consciousness of the present, use of abstract reasoning, the possession of reflexive self-awareness (has a past, present and future self), the use of verbal language and other metacognitive activities [54,76,77,78]. Aside from humans, in which the capacity of this level of consciousness is distinct, evidence has shown that some primates display certain metacognitive activities associated with higher consciousness [59,79,80].



Distinguishing these two levels of consciousness, seeing as they interplay with one another, as well as the continually studied unconscious, an extremely difficult task. However, the nonconscious cognition that is described here does not get muddled in the level of awareness that the levels of consciousness do. Hayles aptly describes the nonconscious cognition as that which “operates at a level of neuronal processing inaccessible to the modes of awareness but nevertheless performing functions essential to consciousness” [81] (p. 784). Developments in neuroscience have shown these neuronal processes as functionating as a sort of information filter for the slower consciousness allowing pertinent information to pass through while restricting the numerous sensory and somatic inputs [82]. This prevents sensory overload by abstracting inferences from vast inputs to create coherence space–time coherence for conscious uptake.



Cognition, however, should not be interpreted as an attribute, but rather as a ‘process’ that emerges as a function of its animation in an environment [20]. This environmental co-variability implies that something like a computer program only becomes cognitive once it is enacted by architecture capable of realizing its goals. This means that there necessarily needs to be hermeneutic variability to permit operational choice to take place, not in the sense of choice as free will, but of multi-model conditionals such as those employed in the NemoLOG and DyLOG programming languages [83,84]. Therefore, operational decision-making in terms of interpreting choice is something that can be built into genetic coding, preprogrammed to follow certain conditional pathways given evermore complex environmental exposure [85,86]. Hence, meaning making is necessarily context sensitive, where a system connects actions to meaning depending on situational success of goal attainment [20]. This of course differs from the meaning making and interpretability of choice of humans and other nonhuman animals, but the basis of interpretability and the context–meaning connection reveal a continuum of possible cognitive processes many of which are inaccessible to humans.



To reiterate a clarifying point by Hayles, the emphasis of discerning nonconscious cognition should not be treated as being mutually exclusive of consciousness, nor should the discussion of this cognition be interpreted as a means to downplay the importance and impacts of consciousness, but instead to more authentically describe what she calls “human cognitive ecology” and how such can be used as a basis for enrolling other cognizers, biological or technical, that possess such capacities [20,81]. What this approach permits is a decentering of the human from a privileged ontological position towards a more ecological ontology where the enmeshments between different beings can be more genuinely investigated [81,87]. This decoupling is particularly salient in the results of various selective attention tests, such at those carried out by Simons and Chabris [88] which showed the separation of cognition from consciousness of test subjects.6



3.1. Technical Nonconscious Cognizers


Technical cognition is very much analogous to that of the human nonconscious cognition and in many respects design is used to supplement human consciousness in the way that the nonconscious cognition does. In many respects, technical cognitions perform a prosthetically oriented function for human consciousness by processing large amounts of complex data that would be overwhelming for consciousness [20]. From these large quantities of data, inferences can be drawn and state-specific information can be drawn from subroutines. Simply speaking, human consciousness would simply not be able to handle the quantity and complexity of the data that technical cognizers are able to process.



The similarities between the human nonconscious cognition and that of technical cognition reveals an always already present trend towards the further distribution of cognition among various artifacts, each of which form an asymmetric, yet symbiotic assemblage [81]. Similarly, because nonconscious cognition functions as a state divorced from that of the posteriori projections of consciousness it is in fact provides a closer mapping of how the real world actually is [78]. This, however, does not entail that the neural processes of the nonconscious cognition can be computed, neurons and synaptic action potentials do not function in the same way that binary does [89]. Rather, empirical evidence has shown that, and as was discussed in Section 2, proprioception as a function of embodied cognition forms the basis of the development of understanding of abstractions and metaphors that are critical to human verbal architecture and similarly to the abstractions necessary for dissolving the frame problem in technical cognition [3,13,90].



However, technical limitations in cybernetics and robotics have led researchers to employ simulations as a vicarious environment in which AI systems can inhabit a ‘body’ (virtually of course) and are subject to physical limitations and dynamic changes. These environmental simulations were typically based off the advanced physics engines used in video games given that they were designed to mimic the real world [5]. Similarly, these simulations need not provide labeling for every object in the environment which permits AI systems to learn orientation and interaction in a relatively safe space, rather than, for example, trying to learn what a pedestrian is in the real world [35,91,92]. Naturally, the goal is to train these Artificial Life.7 systems in a simulation with the intent to embody them in the real world, thus reducing the risk of unintended consequences that could be taught in the simulations. These AL simulations, however, miss the forest for the trees, aiming to simulate biological life for the purposes of embodied robotics. It does so by placing particular emphasis on ‘life’ and its relation to technical systems. This is because technical systems, cognitive or not, cannot be alive, that is not be autopoietic (i.e., the ability for a system to be capable of reproducing and maintaining itself).8 However, this, as Hayles herself argues, should not be the common factor when discussing common ground between biological and technical entities, but rather cognition as the broad spectrum commonality [20] (p. 22).



This of course does not exclude the possibility of a technical system employing wetware as its architecture, in order to solve the problem of achieving computational speed while maintaining power consumption; something the brain does at an unparalleled level. This perhaps will require neuroprotein as an essential base element to achieve this computation state, however that is not the issue in question here [92,97,98]. Cognition, as a process-function in making meaning within contexts is what is under consideration in this paper. As stated, the thesis here is to take the concepts of embodied cognition, and its potential future for AI development, as well as the concept of the nonconscious cognition to show that there is a common ontological level among biological entities as well as technical ones in which suffering may predicate. It is one in which the traditional notions of suffering which are predicated on physical pain or conscious pain are not necessary, but may be a product of. The following section synthesizes what has been discussed so far to envision exactly how technical-embodied AI systems can experience nonconscious cognitive suffering.





4. Suffering Technical Cognizers


The entanglement of suffering as a fundamental part of the existential condition of humans has a long tradition in both eastern and western thought. Similarly, the concept of suffering has similarly been indivisible from conceptions of pain, and rightly so. However, the development of synthetic intelligence, or in this more specific case synthetic cognizers, raises new ethical issues. The most salient, and perhaps the most complex issue is the evaluation of the moral status of entities. Posthumanist studies have been particularly instrumental in calling into question the traditional method by which western societies have attributed moral status to (almost exclusively) human beings [99,100,101,102,103]. Traced back to Plato (see Protagoras 321)9, the concept of supranatural element to human existence has shadowed western thought; Stefan Sorgner accounts that it is at this point (in Plato’s writings) that:


“God’s divine immaterial spark, our reason, entered into us and connected with us, this process is responsible for the fact that only we humans possess something that goes beyond the purely natural world, which is why only humans possess the subject status,”.



[104] (p. 3)







This conception schisms a hard duality between human subjects (the possessors of dignity and ethical consideration) and the rest of the world and its entities as mere objects. This is similarly reflected in how legal assessments of humans and nonhuman animals are constructed and evaluated. This, of course, raises practical concerns of adhering to legal codes that are founded on ontological principles that, at the very least, are not held by a large minority of western democracies (i.e., atheists, agnostics, etc.). Genealogically, it is for this reason that the ethical status of many nonhuman animals, even those that are genetically similar to us such as great apes and chimpanzees—among others—have not been fully considered in a comprehensive way, despite incremental legislative progression.10



The ethical considerations of affording moral status to nonhuman beings is perhaps most eloquently, and impactfully, evaluated by Peter Singer. His counterargument against the supposed misplaced moral privilege of human beings is spurious in his view11, instead of arguing that the blanket attribution of moral status to humans should be replaced with conditions for the perception of pain as the relevant considerations for moral attribution [106]. Situating pain as the locus for evaluating the moral status of entities, Singer’s condition rank-orders the intensity of pain as scale by which moral considerations can be weighed. The basis for this view is constructed on the coalescence of sentience and self-consciousness. Consciousness isolated (core-consciousness) limits the subject to a presentism perspective that delimits any projection of it as a subject that will persist as a continuous entity into the future, or has existed in the past [59]. A self-conscious subject (core + higher consciousness) [61] is able to view itself in such a temporality, this higher consciousness, coupled with sentience (the ability to perceive pain) is considered the highest-order subject for moral consideration, rather than simply an entity in possession of core-consciousness.12 Interestingly enough, experiments that employ the mirror test, currently one of the most important ways to determine if an entity possesses self-consciousness is failed by up to 35% of two-year old children [64,108,109].



This, of course, does not entail that the test itself can be brought into doubt, dogs for example are incapable of passing the mirror test. Such intuitions can be perhaps explained by the fact that the test is anthropically biased towards the sense of sight used to interact with the mirror, whereas other higher mammals such as canines enact in the world through a proprioceptive ability predicated on smell, or similarly bats’ ability to use echolocation for navigation [104,110]. However, this is not the central point here, rather, what should be called into question is the implications of Singer’s ethical evaluations. The binary strong disjunctive choice between saving a chimpanzee or a newborn with severe cognitive impairment—of which Singer’s ethics would choose the former—goes against many of the strong intuitions that people hold, many of which, may be nothing other than the result of encrusted Christian cultural structures shaping our emotional responses [111,112,113,114]. The conclusiveness of this ethics, despite its counter-intuitive invocations, brings into question the nature and source of these intuitions themselves, and questions how they may change across temporality and as we become less anthropocentric [115].



Why bring up Singer’s ethics here? It seems that the correlate of ethical considerations with consciousness does not permit a solid foundation for evaluating the potential moral status of AI, such as technical cognizers. Conceptualizations are hard, of course, to situate technical cognizers into Singer’s ethics, given that sentience is often understood as a function of physical pain requiring biological wetware from which these sensations can arise. To that end, technical cognizers seem a priori excluded from ethical considerations. This consideration becomes ever more salient if we consider the speculative hypothesis of mind uploading. If we suppose that the personality, and self-consciousness of an individual can be uploaded to a hard state, such a posthuman entity would still fall outside the bounds of moral consideration in modern personhood-based ethics like that of Singer’s, as it lacks sentience. This, on account of the fact that such a synthetic entity would be in privation of the necessary sentience that is, at least now, only present in wetware-based biology. However, the current co-constitution with many forms of AI and robotics distrusted across human social ecology, such as those with care robots [36,37,116] and combat robotics [117,118,119] shows that these relationships cannot solely be governed by a sterile and often highly reductive property-based and transactional ethics.



Similarly, the mirror test is further brought into question given that some AI have already, to some extent, passed the test13; does this entail that it is in possession of self-consciousness? [120,121], Naturally, this brings into question the nature of consciousness itself, how we design evaluations to measure it and, consequentially, how we construct ethical theories founded on such assumptions. As already stated, the notion of suffering as being predicated on pain seems something that is only feasible in wetware, however, this may not be the relevant moral criterion on which moral status to entities is determined. The emphasis on dignity may nonetheless be preserved without resorting to physical pain as the predicate. One way to accomplish this is by preserving dignity by construing it instead as not being humiliated as best argued by Avishai Margalit [104,122]. Humiliation can be construed as a situation in which one entity places itself above another with similarly directed contempt towards the lower.



The humiliated entity need not suffer from physical pain in order to suffer. Humiliation, unlike something such as being physically tortured, is formally associated with a cognitive realization of a privation of appreciation; to not being afforded the self-value that one attributes oneself. This cognitive realization process can be described as painful, but not necessarily in a physical way. Instead, it is a pain that is linked to cognition rather than to consciousness. This can only be appreciated through the decoupling of cognition and consciousness described in the preceding section. This strong separation between cognition and consciousness, and thus the separation of pain from consciousness (at least certain types of pain), is best illustrated in a less speculative way by looking at the signs of the existence of fetal pain [123].14 If fetuses can, without a fully developed brain or nervous system nonetheless experience pain (~20 weeks of gestation), then the distinction between pain, cognition and consciousness becomes even more discrete [104,126]. The prerequisites for such pain are that the brain and nervous system are sufficiently developed where such pain can at least be plausibly manifested and experienced by the fetus (thus warranting the use of anesthesia). The interesting point here is that the consideration of the potential suffering of the fetus is based on observations of the mother given certain signs that manifest themselves that lead the medical practitioners to infer that the fetus may be in distress.15 Not only this, but there are fetal reactions at this stage (20+ weeks of gestation) which could also indicate the experience of pain. Still, fetuses without a brain show the same reactions which indicates that the reactions are reflexes and do not indicate the experience of pain [127].



Hence, if both the cognitive nonconscious and the locution of pain in cognition (distinct from consciousness) exist, like proposed above with the example of humiliation, seems to form a distinct way of understanding suffering in the cognitive nonconscious, something that, as Hayles’ argues, is a particularly apt way of understanding how the cognition of technical cognizers functions.16




5. Limitations and Further Research Streams


This paper sought to draw a potential connection between how the cognitive nonconscious for technical cognizers can be a locus for at least certain types of pain. Humiliation, or forms thereof, seem to be a good place to begin, focusing primarily on how different conceptions of what perceive as painful, uncoupled by the physical, can be instantiated in hardware-based technical cognizers. This, of course, remains wholly speculative, but it does give pause for considerations, particularly by those research groups whose aim is to reduce long-term further suffering of entities.17 What are ultimately needed is novel evaluation and a shift in perspective to the distribution of cognitive processes and how cognitive assemblages form, both for and between different cognizers.



Further research projects should look how such s-risks from nonconscious cognitive suffering can, and perhaps necessarily, may be instantized in wetware developments in AI research. Given the current limits of hardware-based approaches to AI design, the employment of synthetic biology as a guide for achieving stable power consumption in relation to optimal computing power is best exemplified by the human brain. Arguments have been made that the human brain provides the ideal model for more advanced forms of AI by using fuzzy logics to reduce the necessary power input [6]. However, similarly, the use of biological materials may make system design more prone to these s-risks, consciousness notwithstanding given that the current modes of existent suffering are most obvious in biological systems, the neuroprotein-based nervous systems that are possessed by humans and many other species makes the manifestation of suffering evermore salient, and can be potentially exacerbated with hybrid hardware–wetware interfaces. What is needed is a design approach that can weigh how different design flows can either support or constrain design requirements that lead towards less suffering [115]. Along a similar line, the sustainability issues of these novel pathways is itself continuous, further analyses that look at these ethical issues of AI under the lens of sustainability should be looked at [128].



Similarly, what this paper has failed to do is provide a comprehensive way of reconceptualizing suffering as such outside of consciousness, and providing a more dynamic and pragmatic approach to recognizing it, both philosophically and technically. What it has done is provide hints that the separation of consciousness from the cognitive nonconscious provides a ground for suffering that is not related to either physical pain or consciousness at all. If such a thesis proves to be even remotely true, serious social and ethical issues will arise as technical innovations continually advance. Formalizing and arriving at a greater understanding of not only what the cognitive nonconscious is important, but also how such cognizers can suffer is equally so.



Finally, the suffering of technical cognizers need not be conditional on human cognizers as the cause of suffering, but machine–machine interactions that are black-boxed to users and programmers may, on this account of suffering, permit the emergence for new grounds on which these relations and consequences can take place. Issues of transparency, understandability and technical verifiability serve as good grounds for how machines interact with each other, form hierarchies of power and affect each other on a cognitive nonconscious level [129,130,131,132]. The distribution of systems, their interplay and interdependence make this all the more prescient.




6. Conclusions


This paper aimed to explore how the notion of the cognitive nonconscious in technical artifacts can be understood in a way as to locate a form of non-physical pain. The paper began by exploring the nature of embodiment, its relations to the frame problem in AI and that enactivism appears as the natural way forward for AI research to go beyond current technological limits in disembodied AI. Similarly, the concept of embodiment raises issues of the ecology of cognition, its distribution and the separation of consciousness from the cognitive nonconscious. The implications of this separation allow, at least in a speculative capacity, for us to conceptualize certain forms of suffering to be located at a nonconscious cognitive level. If so, this has implications for how we design technical cognizers and the approaches we take moving forward. This paper serves as only a spark for a possible future for AI development. What is needed is a more thorough investigation of the cognitive nonconscious in technical systems, nonconscious suffering and how these two are related. This has only scratched the surface of a much larger plane.
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	1
	
AI embodiment research has primarily taken the form of robotics, although interrelated and dependent on traditional AI research, robotics remains a separate research stream [6,7,8,9].





	2
	
The Foundational Research Institute defines suffering risks as: risks where an adverse outcome would bring about suffering on an astronomical scale, vastly exceeding all suffering that has existed on Earth so far [23].





	3
	
AI that benefits from being able to interact in the physical world through robotic technologies such as advanced sensors, actuators and motor control units.





	4
	
This core consciousness requires a particular level of complexity of the brain and a specific connection to the nervous system and senses. Humans have been shown to have it (from 4–5 months) [63].





	5
	
One of the ways to test for this level of consciousness is through the Mirror Test which is a measure of self-awareness developed by Gordon Gallup Jr. in 1970. The test gauges this self-awareness by determining if the entity can recognize itself when encountering its reflection in a mirror [64]. Nine nonhuman animal species were also able to pass the mirror test: bottlenose dolphin [65], killer whale [66], bonobo [67], Bornean orang-utan [68,69], chimpanzee [70,71] (after 1 year of age) [69], Asian elephant [72], Eurasian magpie [73], pigeons [74], and the Cleaner Wrasse [75].





	6
	
This selective attention tests requires subjects to count the number of passes between a basketball team and are asked to determine if there was anything special about the video. However, the ‘specialness’ of this video is that during the scene in which players are passing the ball, a kickboxing gorilla comes on screen, yet it remains unnoticed by many. Still, this gorilla remains clearly in the cognitive field of the observers. The consequences of this test show that cognition and consciousness are differing (albeit co-varying) phenomena.





	7
	
AL refers to the use of biochemistry, robotics and simulations to study the evolutions and processes of systems that are related to natural life [93].





	8
	
Naturally, autopoiesis is a biological capacity, strictly speaking the concepts of autonomy, self-maintenance and reproduction could in theory be interpreted as a capacity that can be possessed by a sufficiently advanced AI. This can feasibly be done through the marriage of advanced deep neural networks, machine learning (with variants of genetic evolutionary) and perhaps embodied with access to advanced molecular manufacturing technologies [94,95,96]. Still, this differs ontologically from the autopoiesis mentioned here.





	9
	
κλέπτει Ἡφαίστου καὶ Ἀθηνᾶς τὴν ἔντεχνον σοφίαν σὺν πυρί—ἀμήχανον γὰρ ἦν ἄνευ πυρὸς αὐτὴν κτητήν τῳ ἢ χρησίμην γενέσθαι—καὶ οὕτω δὴ δωρεῖται ἀνθρώπῳ. τὴν μὲν οὖν περὶ τὸν βίον σοφίαν ἄνθρωπος ταύτῃ ἔσχεν, τὴν δὲ πολιτικὴν οὐκ εἶχεν: ἦν γὰρ παρὰ τῷ Διί. τῷ δὲ Προμηθεῖ εἰς μὲν τὴν ἀκρόπολιν τὴν τοῦ Διὸς οἴκησιν οὐκέτι ἐνεχώρει εἰσελθεῖν—πρὸς δὲ καὶ αἱ Διὸς φυλακαὶ φοβεραὶ ἦσαν—εἰς δὲ τὸ τῆς Ἀθηνᾶς καὶ Ἡφαίστου οἴκημα τὸ κοινόν, ἐν ᾧ (Protagoras 321d)





	10
	
There usually was and still is a categorically dualistic ontological separation between humans and solely natural beings. This is most dominant and apparent in legal frameworks, with the exception of Argentina, which, on October 18, 2014 recognized the orang-utan named Sandra as the subject of (some) human rights in what turned out to be an unsuccessful habeas corpus case [105].





	11
	
A form of speciesism which is markedly similar to racism and sexism.





	12
	
Stefan L. Sorgner criticizes the notion that higher-consciousness (self-consciousness) is a necessary condition for personhood. Similarly, he makes the further, and more controversial step that sentience is not required either for the affordance of personhood [107].





	13
	
13 There is a difference, however, in that the AIs exposed to the mirror test are (obviously) not quite like humans or animals. The first time they encountered themselves they had to be told that what was being reflected was themselves. This provides a reason against the possibility of AI consciousness (not nonconscious cognition however).





	14
	
The signs that the fetus may not be well can be inferred through the distress of the mother via distress signs such as abnormal patterns in cardiotocography, decrease in fetal movement, and fetal metabolic acidosis among others [124,125].





	15
	
Fetal metabolic acidosis is a strong chemical predictor that is done by taking small blood samples from the fetus itself. It is more reliable than cardiotocography which has shown to produce more false positives [124].





	16
	
A cursory example would be a sufficiently advanced care robot giving a patient a prognosis given certain symptoms where the patients either disregards such advice or does something that is contrary to such advice. Doing so opens up questions that such a cognizer might realize as being punitive. The logic is that is debases the cognizer’s very reason for being.





	17
	
Effective Altruism organizations broadly aim towards this goal. Particular focus on the long-term reduction of s-risks by and for AI has been undertaken by the Foundational Research Institute [23].
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